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I’m a Bayesian, You’re a 
Bayesian, We’re All Bayesians
Did you know that?

Bayesian refers to methods, approaches, techniques 
in statistics that build on a rule (called, you guessed  
it, Bayes' Rule) first articulated by Thomas Bayes. 
Since Reverend Tom (for, yes, he was that) came up 
with his eponymous rule it has been taken up with 
such a vengeance by all and sundry that it can be 

quite tricky to get a handle on what it is, and harder still to work out  
if it has even the faintest relevance for what you do.

That’s where this ebook comes in.

Following hot on the heels of our much-loved Guide To  
Econometric Modelling for Modern Marketers we’ve written  
this book to unpack Bayesian econometrics for you and to help 
equip you with what (we think) you need to know. Hence, it’s also 
very much in the fashion of the Guide in that we’ve tried to be 
practical, relevant, helpful and unsalesy. You will be the judge  
of how far we’ve succeeded.

Talking of the Guide, for some readers that might be the best place 
to start. So, if you’re wondering what all this econometrics malarky  
is about, may we suggest you get hold of a copy of the previous 
volume free from our website and start your reading there?  
This Bayesian book will then be far more useful.

As ever, we’re here to help, so if anything we say gets you thinking, 
then we’d love to hear from you. May your data be plentiful; may  
your models be robust.

Tom Lloyd, Philip Gaudoin and Sam Watts 
MetaMetrics Directors and expert Econometricians 
contact@metametrics.co.uk

www. metametrics.co.uk

https://metametrics.co.uk/e-book-a-guide-to-econometric-modelling-for-modern-marketers/
https://metametrics.co.uk/e-book-a-guide-to-econometric-modelling-for-modern-marketers/
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What is Bayesian?
Bayesian refers to methods in logic and statistics  
named after the English mathematician and clergyman 
Thomas Bayes (c. 1702–61), in particular methods related 
to probability inference: in other words, using the 
knowledge of prior events to predict future events. 
Bayesian analysis at its simplest is about conditional 
probabilities – the probability that something will 
happen, given that we already know some information.

Chapter 1
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What is Bayesian?Chapter 1

What is interesting is that Bayes’ Rule reflects 
how the human brain processes information. 
Suppose we asked you, “What are the chances 
of it raining today?” You might shrug and say 
fifty-fifty. Or you might think to yourself, “It’s 
February and this is England we’re talking 
about. 60%.” More likely still you’ll look out the 
window at the sky, which is that peculiar drab 
shade of grey typical of an English winter.  
You might feel yourself being invaded by the  
all-pervading sense of oppressive dampness 
around  you. “75%,” you say.

Do you see what you’ve done? You’ve refined 
your estimate of the odds of it raining based on 
prior knowledge. With your first guess (50/50) 
you didn’t give it much thought. Either it will 
rain, or it won’t. Meh. But then you started 
adding other considerations. It is almost as  
if we had asked a slightly different question: 

“What are the chances of it raining today,  
GIVEN it’s February and this is the UK?”  

“What are the chances of it raining today,  
GIVEN it feels damp and the sky is grey?”

That GIVEN is all-important. It takes us into  
the realm of something known as conditional 
probability, which is what Bayes’ original  
insight was all about. The point is that, in most 
situations, we usually have some degree of prior 
knowledge. And we use this when making our 
judgements. That we do this subconsciously 
and largely from instinct is neither here nor 
there. We do it. Every day we instinctively blend 
knowledge we already have with new data to 
form judgements about how likely things are to 
happen.

And, the second key point, prior information 
(usually, not always) improves our judgement. 
Suppose we kidnapped you and flew you to a 
mystery country (for more information see 
‘Services’ on our website). There, we asked you 
to guess the chances of it raining. You wouldn’t 

www. metametrics.co.uk

have the foggiest and so you would probably 
default to 50/50, or even decline to answer.  
Now, suppose we told you we had taken you  
to an area of India during the monsoon season. 

“99%,” you reply. Now suppose instead we told 
you we were in the Levant at the height of 
summer. “5%.”

Take another example. Pick a card, any card, 
from our deck. What are the odds of it being 
the Ace of Spades? It’s one out of 52 possible 
cards, so 1/52. Now, what if we told you we had 
already removed all the hearts and diamonds 
from our deck. That leaves 26 cards, so GIVEN 
we have removed the red cards, you have a  
1/26 chance. Your odds are improving. Now if  
we removed all the clubs, your odds are 1/13. 
Feeling lucky, punk?

Note also the importance of reliability and trust. 
You have to trust the information we are giving 
you (or, in the weather example above, the 
evidence of your senses). If what we are telling 
you is unreliable, you will be misled. Or if you 
don’t trust us, you won’t use it. We’ll come back 
to this later.

Every day we instinctively blend 
knowledge we already have with  
new data to form judgements about 
how likely things are to happen

Bayesian refers to approaches that  
blend prior information with current 
data to make better predictions about 
the future.

TO SUMMARISE
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Not Just Bayesian, Bayesian 
Econometrics
Bayesian is a huge branch of mathematics that is applied to 
all kinds of things and has become increasingly popular as 
the world we try to understand has become more complex. 
The irony is that even though we now live in the world of 
“Big Data” where we have more and more information, we 
increasingly need approaches such as Bayesian that can 
deal with complexity and uncertainty and help us make 
sense of it all.

Chapter 2
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Part 3 Not Just Bayesian, Bayesian EconometricsChapter 2

You may hear about Bayesian approaches being used in 
search engines, in deciding how to allocate data loads across 
servers for cloud computing, in medicine and spam filters. 
Here we are concerned with using it with econometric 
modelling, and specifically econometric modelling applied 
to the marketing mix, Marketing Mix Modelling (MMM) as  
it’s known.

If you’re new to econometrics, this is a good point to suggest 
you pause and read our excellent ebook on the subject;  
A Guide to Econometric Modelling for Modern Marketers, 
which will give you a good grounding in the essentials 
before we complicate things here on in. Not that we’re 
planning on going overboard with the maths or anything 
like that, but it will help. Trust us.

The key point here is to distinguish between Bayesian as  
an approach and where we choose to apply it. And that’s 
important, as we shall see in Chapter 8, because however 
Bayesian your econometric model is, it remains first and 
foremost an econometric model. And at MetaMetrics, being 
first and foremost econometricians, we naturally apply it to 
some of the econometric models we build.

Why?

We deal with this properly in Chapter 6, but in essence there 
are situations where conventional econometrics does not 
perform at all well. These situations all have at their heart 
one issue – lack of information. Specifically, the data we are 
trying to model does not contain enough (or, good enough) 
information for conventional econometrics to pick out the 
effects we are interested in measuring.

If you’re new to econometrics, 
this is a good point to suggest 

you pause and read our 
excellent ebook on the subject 

https://metametrics.co.uk/e-book-a-guide-to-econometric-modelling-for-modern-marketers/
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Part 3 Not Just Bayesian, Bayesian EconometricsChapter 2

But, what if we could supplement the data with some other 
sources of information? That would add to the amount  
of information we have available and allow us to get more 
out of it. And that, in essence, is what we’re doing when  
we do Bayesian econometrics. We’re combining our prior 
knowledge with the data we have to get more insight from 
our models.

Of course, it can’t be any old information. It has to be of a 
certain type and structured in a certain way to allow us to 
combine it with the data in the models. We look at that  
next chapter.

By combining our prior 
knowledge with the 

data we have  
to get more insight 

from our models

Bayesian econometrics is a particular approach to 
econometrics that blends prior knowledge with data 
to make better econometric models. But they remain 
econometric models.

TO SUMMARISE
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You’ve Got Priors 
What kind of prior knowledge might we have and  
how on earth can it be represented “mathematically”?

We might have a range of prior information that we  
may want to represent in our model. This often falls  
into two areas:

1. Logical, common-sense constraints

2. Valuable information from other studies

Chapter 3
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Part 3 You’ve Got PriorsChapter 3

0 -1 -2 -3 -4 0 -1 -2 -3 -4

0 -1 -2 -3 -40 -1 -2 -3 -4

We believe elasticity is around -2 with variation 
on either side, but cannot be positive

We have no idea of the true value, but it  
cannot be positive or more than -4. All values  
are equally likely

We have very strong evidence that price 
elasticity is close to -2

We believe -1 is the most likely value, it  
cannot be positive and there is some  
chance it could be as high as -4

1) Logical, common sense constraints. We might (or might not) all  
agree that certain variables should have certain DIRECTIONS to their 
weightings. Do we all agree that price elasticity is usually negative  
(as price goes up, sales go down?). We don’t need to specify the exact 
magnitude of that relationship – the model can tell us that. We’re only 
specifying that it should be negative, which prior knowledge strongly 
suggests is usually the case.

2) Valuable information from other studies. For example, we might have 
done a huge amount of pricing research and know what the price 
elasticity of our product is. We want to represent the level of our 
certainty in that figure in the model.

We are in effect “helping” the model, that is, telling it where to start 
looking for a solution. Above are some examples of how we might decide 
to incorporate our prior knowledge about price elasticity into a model.  
It is done in the form of probability distributions, such as these:

We are in effect 
“helping” the 
model, that is, 
telling it where  
to start looking  
for a solution
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Part 3 You’ve Got PriorsChapter 3

If we constrain the model when it’s fitting the data, to search within some 
range for a particular coefficient (such as our price elasticity), we are, in 
effect, giving it a massive clue and a big helping hand along the way.

You should be able to see instinctively how this helps us in situations 
where there is a gap between the answers we are seeking and the 
information contained in the data. (We discuss several common cases  
in Chapter 6.) 

It’s almost as though, telling the model the range where a particular 
coefficient lies, it breathes a huge sigh of relief and sets about using  
the information ‘freed up’ to answer some of those more demanding 
questions we’re asking.

Several things come out of this

Firstly, you need to have some sort of prior knowledge. It needs to be 
capable of translation into a numeric quantity (or a “variable” as we call 
it). And it needs to be reliable. It’s no good specifying a prior for a price 
elasticity of between -1 and -2 if we don’t actually have any evidence or 
other strong reason for believing that it lies in that range. In this case  
we are simply deceiving ourselves in order to trick the model.

Secondly, integrity and transparency matters. It always matters in 
econometric modelling (indeed, in anything where it is possible to use 
technical subject matter to bewitch, bedazzle and bewilder). It matters 
plus fort in Bayesian econometrics. We should be able to articulate  
what priors we are using, where they came from and why we think 
they’re appropriate. 

Thirdly, “robustness” really comes to the fore as a test of whether we  
have built a good model. Again, it always matters (nobody likes a twitchy 
model), but it’s even more important in Bayesian econometrics to test 
the robustness of the model we’ve just built, in response to changes in 
the priors. If we tweak a prior, do the results remain broadly the same, or 
do they radically change? If the latter, then we really must be super, extra 
sure about our priors before leaning too heavily on them.

We should be able 
to articulate what 

priors we are using, 
where they came 

from and why  
we think they’re 

right here

Prior knowledge must be capable of expression as numbers.  
It should also be knowledge, not just your reckons or what you 
think the boss wants to hear. You have been warned!

TO SUMMARISE
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Prior knowledge must be 
capable of expression as 

numbers. It should also be 
knowledge, not just your 

reckons or what you think 
the boss wants to hear. 
You have been warned!
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A Case of Bayesian
All this might seem a little bit arcane. Perhaps a  
worked example may help bring the subject to life  
and demonstrate how Bayesian econometrics can  
help tease out additional information that would not 
normally be accessible to conventional econometrics.

This is a mash-up of recent work we’ve done for clients. 
Names and numbers have been changed to protect  
the innocent.

Chapter 4
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A Case of Bayesian
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Setting the Scene

Imagine, if you will, the conversation between 
MetaMetrics and one of our valued and 
respected clients. 

Valued & Respected Client: Can you tell us how 
well our TV advertising is working?

MetaMetrics: Yes!

Valued & Respected Client: Can you tell us 
which bits of our TV strategy are working?

MetaMetrics: Well, here’s the thing…

The Thing

Econometrics works on variation. And it works 
best where there is cross-variation between  
the different drivers of sales. Suppose every 
time you varied your TV deployment, you varied 
your Press deployment by exactly the same 
proportion. That would give you a TV laydown 
that is 100% correlated with your Press laydown. 
The problem that gives the model is being able 
to work out how many sales were due to the TV 
and how many to the Press which, when you 
think about it, is exactly what you want to know.

Now, this is a common issue when building 
econometric models for marketing, so  
common it has a technical-sounding name, 
“multicollinearity”. Naturally, marketers tend  
to align all aspects of the media mix to try and 
magnify the impact of the campaign as a 
whole. It’s usually the right thing to do from  
a business point of view.

But it’s a pig when it comes to doing our job of 
working out the individual contribution of each 
part of the mix. Probably no other single thing 
exercises our creativity as much as this. We 
usually get there because in practice there is 
nearly always enough variation between the 
bits of the mix to get a read on their individual 
effects.

But that’s not usually the case with a TV plan. 
Brands tend to do more Direct Response TV as 
well as Brand TV. They tend to do more on Sky  
at the same time as they do more on ITV. They 
tend to do more during Breakfast at the same 
time as they do more during Coffee. And so on.

Of course, whichever way you cut your TV plan, 
there is some cross-variation, but not a lot. And 
usually not enough to allow us to split out the 
individual parts using conventional 
econometrics.

I think you can see where we’re going with this.

Enter Bayesian

If only there was some way to exploit the 
marginal variation in the TV mix to allow us to 
attribute the right number of sales to each part 
of the mix.

Well, there is. It’s called Bayesian Econometrics.

How does it help us here?

What if we were to measure the performance of 
the TV campaign as a whole, and then use that 
measurement as our ‘prior’ in a Bayesian 
econometric model?

Which is exactly what we did. Logically, the  
ROI of the individual parts of the TV plan  
should average out to the total campaign  
ROI. Some parts will outperform the average; 
others will underperform it. So, we specified  
as our prior that all the individual parts of the 
plan should fall in a distribution around the 
mean which we measured using a conventional 
econometric model.

Part 3Chapter 4
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A Case of Bayesian
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Take day-parts as an example. We didn’t specify 
where in the distribution each day-part should 
fall – whether, say, Peak is better or worse than 
the average ROI – only that it should be 
somewhere in the distribution. Using the 
average ROI as our prior, we broke out the 
Bayesian and let the data determine how each 
day-part performed relative to the average. 
Intuitively, you can see how measuring the 
relativity (to the average) needs less data than 
measuring the absolute ROI for each day-part. 
Of course, having measured the relativity of 
each day-part from the (Bayesian) model we 
were then able to turn it into an ROI. 

Here’s what we found

 

Daytime and Post Peak day-parts performed 
similarly to the average, Daytime being slightly 
better, and Post peak slightly worse, than 
average. Where there was a much more 
marked difference was for Coffee and Peak 
day-parts, which outperformed and 
underperformed the average, respectively.  
The conclusion? Steer the mix towards Coffee 
and away from Peak in future campaigns.

It wasn’t just day-parts that we were able to 
measure in this way. We also measured relative 
performance for Sales Houses (Sky vs. ITV vs. 
Channel 4), strategy (Direct Response vs. Brand) 
and spot length (30 seconds vs. 10 seconds). 
From this we could build up a series of overlays 
to guide future TV planning in much more 
detail than would have been possible from  
a conventional econometric model alone.  
Note that we didn’t dispense altogether with 
our conventional model, which we used to 
measure overall TV performance (as well as 
other channels). Nor did we ‘make up’ our  
prior. We got it from our conventional model.

Doubtless we could have a truly arcane 
discussion about the theoretical properties  
of our estimators under different assumptions, 
but as a practical procedure to allow us to tease 
out several additional layers of performance – 
about which we previously knew nothing – it’s 
hard to gainsay the approach.

Part 3Chapter 4
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Aren’t We Just Making It Up? 
Criticisms of Bayesian 
Modelling
That is a common criticism of Bayesian modelling and, 
to be frank, there is something in it. Before we consider 
it, it’s worth talking a step back and reminding ourselves 
what we’re doing when we build a ‘model.’ 

Essentially, when we build a model of any sort, we’re attempting  
to build a representation of the world and the way it works.  
That depiction may be more or less accurate, i.e. our model may  
be good or bad. In reality, it’s nothing like so binary as that suggests. 
There are degrees of ‘goodness’ and, moreover, our criteria for 
judging ‘goodness’ varies with the intended use and the resources 
available to hand (modelling has an ROI, too!).

Moreover, in every model there is a myriad of decisions that  
the model-builder makes. This is as true of the purest conventional 
econometric model as it is of the grubbiest Bayesian one. Nothing is 
ever entirely data-led or ‘a-theoretic’. Nor should it be, unless you 
really believe that everything you understand about the world is of 
no value and you are prepared to start over from scratch every time.

Chapter 5
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Aren’t We Just Making It Up?  
Criticisms of Bayesian Modelling
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So, really, Bayesian methods are 
not doing anything we don’t 
already do in conventional model. 
All we’re doing when we build  
a Bayesian econometric model  
is formalising our prior information 
in a way that allows it to be 
incorporated into a model. It’s no 
different than doing what we, as 
practical marketers, often find 
ourselves doing, which is applying 
‘overlays’ retrospectively to results 
to adjust them for circumstances 
not taken into account in the 
modelling. Your new ad performs 
10% better in pre-testing than the 
old one? Add 10% to the ROI.

In fact, there’s a real sense in which 
Bayesian is an improvement on 
this process because it formalises 
our prior assumptions. It forces us 
to write them down, which forces 
us to question and justify them. 
And, moreover, the impact of our 
priors on other variables in the 
models and the model fit gives us 
a tangible sense of how much we 
are in accord with what the data 
wants to say and how much we’re 
forcing it. You don't get THAT from 
your overlays.

This is a subtle and nuanced 
subject. Hopefully, it should be 
clear that our motives and the 
process we follow are at least  
as important as the method. If we 
set out to incorporate robust prior 
insights in order to build a better 
model, and we do it transparently, 
allowing others to critique it, we 
will succeed. If, on the other hand, 
we are just wanting to reach a 
pre-ordained conclusion with the 
intent of fooling others or, worse, 
ourselves, then we will probably 
also succeed at that. 

Part 3Chapter 5

We should be able 
to articulate what 
priors we are using, 
where they came 
from and why we 
think they’re 
appropriate
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Aren’t We Just Making It Up?  
Criticisms of Bayesian Modelling
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Practical suggestions

Practically speaking, there are a few things we 
can do to make sure we’re don’t veer into the 
latter camp.

Firstly, don’t put prior constraints on all 
variables. Let some float free to fit the data.

Secondly, don’t constrain the thing you are 
trying to measure. If you force the TV ROI to be 
1.5x the Radio ROI, unsurprisingly, that is what 
you will find.

Thirdly, watch the model fit. If adding your prior 
costs you masses of model fit, it’s suggestive of 
a mismatch between your priors and what the 
data says. We should be aiming for a balance of 
prior knowledge and fit with the data.

Fourthly, identify the trade-offs. A typical 
discussion might go along the lines of, “Well if 
you really believe that weather and pricing have 
a large impact on sales then, in order for the 
model to fit the data, you have to believe that 
advertising has little or no effect.” This can be  
a very valuable discussion to have.

Fifthly, run a thorough and transparent  
process to identify priors. In Bayesian circles, 
this process is called ‘elicitation’. You can brush 
over it, knock up some of your own priors on the  
QT and shove them covertly into your model.  
Or you can use this as an opportunity to get 
your key stakeholders in a room to discuss  
what we know and with what confidence we 
know it, before any modelling is done. Guess 
which one is better.

Getting real value out of Bayesian 
econometrics depends as much on how 
and why you do it, as what you do. 
Approach it with the right mindset.

TO SUMMARISE

Part 3Chapter 5
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What’s Wrong with Normal 
Econometrics? 
Whilst econometrics is a very powerful tool for 
understanding and quantifying marketing drivers  
it does have limitations, which we have been very 
transparent about (see our Guide to Econometric 
Modelling for Modern Marketers). There are certain  
issues that do cause conventional econometrics to 
struggle. With some of these, Bayesian approaches  
can make a big difference.

Let’s look at 4 areas where we have found that Bayesian has  
made a significant improvement to the models we've built: 

1. Poor data quality – situations where the data would not  
normally permit a model to be built

2. Collinearity – in other words, when things happen at the  
same time

3. Model stability – when results change significantly from  
study to study

4. Complex effects – when we are trying to tease out subtle effects 

Chapter 6
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1. Poor data quality
There are circumstances where we might not have 
the quality of data that we would normally require to 
build a model. The data might be monthly rather than 
weekly, or volatile because it is from a small market. 
The traditional response would be to say that there  
is no value in that data and that we cannot build a 
model. But that’s not strictly true. There is of course 
value in that data and it can be extracted if we are 
able to use it sensibly. Let’s imagine a situation where 
we have very good data in one country and have built 
a model that gives us a good read on price elasticity 
and media effects. There might be a neighbouring, 
similar country that has less good data but we believe 
it has fundamentally similar dynamics. We could 
build a model with the new data but apply priors  
(as outlined above) in order to constrain the 
coefficients into a sensible range. In this case we  
let the data speak through the the lens of the other, 
more robust model. 

2. Collinearity
An important principle of a standard Econometric 
model is that it tries to fit the data using the fewest 
possible explanatory variables. This is referred to  
as ‘parsimony’ and is generally a good thing.  
We don’t want too many variables in our model as  
it can introduce instability. However, what if there  
is a situation where (as we commonly find) many 
different media campaigns are deployed at the  
same time, as below? 

Econometric models don’t really handle this very well. 
What will happen is that the model will look at the 
statistical significance of each variable and choose 
the best one, rejecting the other from the model, 
saying it doesn’t need it to explain sales at that time.

We can use Bayesian approaches to inform the model 
that we expect each campaign to have an effect 
(based on previous campaigns) and then let the 
model decide how big the individual parts are,  
based on the data.

3. Model stability
Imagine a situation where a model is regularly 
updated. Things may not have changed very much in 
terms of the key variable, pricing, media etc but there 
may be a quirk in the data that affects the model read 
significantly. In these circumstances it may be useful 
to apply (literally) prior knowledge to that model to 
ensure that the read for the updated model is allowed 
to evolve but not fluctuate wildly.

4. Complex effects
We modelled a brand recently where there was a very 
complex set of TV effects during the year - different 
bursts, different spot lengths, different channels, 
different copy and so on. Normally, it would not have 
been possible to get a read for each type of telly. Using 
a Bayesian approach we were able to obtain a read on 
the total campaign and then, using that as our prior, 
we were able to tease out the variation in 
effectiveness for each of the component parts  
of the campaign. 

www. metametrics.co.uk

What’s Wrong with Normal Econometrics?Part 3Chapter 6

Use Bayesian Econometrics in situations 
where conventional econometrics 
doesn't quite cut it.

TO SUMMARISE

Adsmart Press Radio AVOD Display Social

M
ed

ia
 S

p
en

d



21

A Guide to Bayesian Econometrics 

Do I need a Bayesian Model?
Probably not. 

Certainly if it’s your first time doing an econometrics 
project and you have relatively good data, then we 
would not recommend venturing into the world of 
Bayesian. However, we do find that after a couple of 
model iterations, some clients have gained a good 
understanding of the fundamental dynamics of their 
business and are ready to ask more complex questions 
that would normally cause an econometric model to 
struggle. At that stage you might want to consider a 
Bayesian approach.

Chapter 7
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There are three main reasons for this:

1. It’s difficult
The formulae used to do this are so difficult to solve that actually it’s not practical 
to solve them. Instead, the calculations are done through running many computer 
generated simulations.

Imagine you wanted to know the probability of tossing at least 700 heads out  
of 1,000 coin tosses. You would have to do a huge piece of maths to calculate  
the probability of getting 700 heads, plus the probability of getting 701 heads,  
plus the probability of getting 702 heads etc. Actually, it’s much faster to get a 
computer to mathematically “toss” a set of 1,000 coins say 10,000 times and  
just observe the result. With enough iterations, the outcome will be almost 
identical to the formula result.

The development of Markov Chain Monte Carlo methods (MCMC) in the 1980’s 
helped make this approach feasible. The available computational power was 
simply not capable of doing even these simulations until relatively recently. In 
addition, people had not thought deeply enough about how to apply Bayesian 
principles to Econometrics until quite recently. There was, and still is, a strong 
preference for the current approaches as they are easy to productionise.

2. It’s not necessary
Most of the briefs we receive can be answered using traditional Econometric 
modelling approaches, simply because the data is of sufficient quantity  
and quality.

We’ve had potential clients approach us, as Bayesian specialists, to commission  
us to build a Bayesian model, only for us to discover that a conventional approach 
was simpler, cheaper and perfectly adequate for their needs. (They had been told 
by parties unknown that they must adopt a Bayesian approach for their models 
because, you know, Bayes is where it’s at and all the best people are going 
Bayesian.) Happily, we were able to prove this by answering their questions  
with a conventional econometric model.

3. We don’t have priors
As obvious as this is, it may well be the case that we do not have enough 
information to determine what our priors should be. Or perhaps the areas  
where we do have priors are precisely those where we want to “let the data  
(alone) speak.”

Most of the briefs 
we receive can be 

answered using 
traditional 

Econometric 
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Bayesian Econometric models should be the exception not the 
rule. Most of the time a conventional Econometric model will get  
the job done.

TO SUMMARISE
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My First Bayesian Model:  
What to Expect
We said in Chapter 2 that a Bayesian econometric model 
remains, first and foremost, an econometric model. And, as 
such, many of the outputs you as clients and end-users of 
econometric models see are, guess what, identical to those 
you see from an conventional econometric model. 

You will see actual vs. model charts (showing how well your 
model tracks the actual data). You will see decomposition 
charts (showing the relative contribution, week by week, of 
each driver of your KPI). You will see waterfalls and, most of 
all you will see media ROIs, optimisations, scenarios and all 
of that good stuff. 

Chapter 8
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My First Bayesian Model: What to ExpectPart 3Chapter 8

The point is that, if it wasn’t for Bayesian econometrics, you might 
be seeing all of the above in a lot less detail. Or, not at all, if poor  
data quality really does get in the way of being able to build a 
conventional econometric model.

In reality, it is likely to be the case that we would only apply Bayesian 
to certain aspects of the model, maybe only certain media channels 
or price elasticity, for example. In fact, one of the benefits of our 
modelling approach is that we are able to integrate conventional 
and Bayesian aspects within the same model. So, to our clients  
there is little or no difference in the outputs (and certainly no 
complex Bayesian formulae!).

What you will also see are some differences in the process of 
engaging with your modelling partners. There will be more 
discussion upfront about identifying and testing priors.

What this does highlight is the need for absolute clarity on why you 
are embarking on a Bayesian econometric model, over and above 
sheer kudos and bragging rights. What is it about your situation – 
specifically your data vis-à-vis your questions – that necessitates 
breaking out the big guns of Bayesian?

One of the benefits 
of our modelling 
approach is that we 
are able to integrate 
conventional and 
Bayesian aspects 
within the same 
model

Don't expect a Bayesian econometric model  
to look any different to a conventional model.  
It's still econometrics.

TO SUMMARISE
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We hope this inspires you to find out more about 
Bayesian approaches and think about applications  
to marketing problems. Most of what’s written about  
it is largely impenetrable to the non-statistician, 
unfortunately. Hopefully this paper has helped to 
demystify it somewhat.

If you are interested in exploring how Bayesian 
approaches might help your business then please  
get in touch.

www.metametrics.co.uk/contact-us

Final Word


